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Abstract—In this paper, we deal with the problem of synthesizing novel motions of standing-up martial arts such as Kickboxing,

Karate, and Taekwondo performed by a pair of humanlike characters while reflecting their interactions. Adopting an example-based

paradigm, we address three nontrivial issues embedded in this problem: motion modeling, interaction modeling, and motion synthesis.

For the first issue, we present a semiautomatic motion-labeling scheme based on force-based motion segmentation and learning-

based action classification. We also construct a pair of motion transition graphs, each of which represents an individual motion stream.

For the second issue, we propose a scheme for capturing the interactions between two players. A dynamic Bayesian network is

adopted to build a motion transition model on top of the coupled motion transition graph that is constructed from an example motion

stream. For the last issue, we provide a scheme for synthesizing a novel sequence of coupled motions, guided by the motion transition

model. Although the focus of the present work is on martial arts, we believe that the framework of the proposed approach can be

conveyed to other two-player motions as well.

Index Terms—Dynamic Bayesian network, character animation, motion capture and reuse, two-character motion.

Ç

1 INTRODUCTION

1.1 Motivation

INTERACTIONS between pairs of people are so biquitous that
we can observe these interactions in various forms, for

example, ball games such as tennis and badminton, fighting
sports such as boxing and wrestling, martial arts such as
Judo and Taekwondo, coupled dances such as tango and
waltz, and so on, daily person-to-person activities notwith-
standing. Scenes of such forms can be observed often in
computer games and character animations. However, this
issue has not been addressed well in the computer
animation research community.

Aside from their popularity, standing-up martial arts
such as Kickboxing, Karate, and Taekwondo have attracted
our attention because of its repertories of diverse and
dynamic motions. A pair of players in a match are allowed
to use not only both hands and feet to exchange punches
and kicks but also arms and legs to block the opponent’s
attacks. They move in accordance with each other within a
rectangular area, seeking the opportunities to attack while
avoiding the opponent’s attacks. Furthermore, the players
continuously interact with each other directly through a
combination of attacks and counterattacks or indirectly by
observations on the opponent’s footwork and bodywork.

In the computer animation community, Karate motions
were used to create believable demonstrations for motion
analysis and synthesis [1], [2], in which the focus lies on a
single player’s motions. However, convincing interactive

motions for a pair of characters cannot be realized by
simply juxtaposing their individual motions. The motion of
a character should be chosen with respect to that of the
other, and vice versa. In other words, each action by a
character should be accompanied by a proper reaction by
the counterpart such that they alternate in combination.
Moreover, the motions need to be adapted to the environ-
ment, including the characters themselves, so that the
actions and reactions are exchanged timely at the right
places.

A naive straightforward solution would be to regard a
pair of characters as a single entity with at least twice as
many degrees of freedom (DOFs) so that the results on
traditional motion analysis and synthesis for single char-
acters could be applied. Such a solution yielded impressive
results in rhythmic motion synthesis, in particular dance
motion generation [3], [4]. In coupled dancing, a man as the
leader leads a woman follower, and the woman tries to
follow the man’s lead to tightly couple their motions guided
by music. Moreover, dancing rules limit their moving
patterns. Thus, a motion of either person can be used as a
control signal for that of the other.

Unlike dance motions, however, martial arts are per-
formed by a pair of players in a rather asynchronous
manner. More specifically, a player tries to fool the
opponent to seek a chance for an attack or a counterattack.
This attempt is most effective when one player moves
against the other’s expectation in both time and space. A
motion of a player may cross over in time more than one
motion of the opponent. Moreover, the coupling patterns
are rather diverse. For motions with such asynchronous
interactions, the motion of one player may not be used
effectively as a control signal.

In this paper, we present an example-based method for
analysis and synthesis of two-character motions while
properly capturing and reflecting their interactions em-
bedded in the example motion stream, of which each frame
contains a snapshot of a two-character motion. Our
objectives are twofold: coping with the inherent complexity
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of two-character motions and enhancing the efficiency of
motion synthesis for online real-time applications.

1.2 Overview

Adopting an example-based approach, we cannot
synthesize motions beyond the motion space spanned
by the given example motions. In order to synthesize
two-character motions of diverse styles solely relying on
example motions, it is necessary to make the best of the
information embedded in the example motions. For
this purpose, our strategy is first to decompose each
single-player example motion stream into basic motion
units called primitive actions while capturing the interac-
tions between the two players and then to properly stitch
them according to motion specifications while reflecting
the captured interactions between the players. For realistic
motion synthesis, we adopt the idea of motion rearrange-
ment [1], [5], [6], [7]. For online real-time performance, we
classify similar actions into groups and explicitly model
the transitions among these groups [3], [8], [9].

As illustrated in Fig. 1, our method consists of two steps,
motion analysis and motion synthesis. In motion analysis, a
stream of example motions is transformed into a coupled
motion transition graph and an interaction model (or a
motion transition model). This step is composed of two tasks,
motion modeling and interaction modeling. Given a
stream of two-player motions, our method segments each
single-player motion stream into actions and classifies these
actions into groups according to their similarity. Every action
is labeled with its group identification. The single-player
motion stream is then modeled as a motion transition
graph [3], [8], in which nodes and edges represent action
groups and their transitions, respectively. Given a pair of
single-player motion transition graphs, we combine them
into a coupled motion transition graph to derive an
interaction model between players based on a dynamic
Bayesian network [10], [11].

In motion synthesis, the motion transition graph is
traversed in an online manner, possibly in accordance with
a stream of motion specifications, if any, for an avatar.
Although generating a motion for a character, the motion
transition graph is accessed to search for a proper reaction
(or counteraction) for the other character in a probabilistic
manner, guided by the interaction (or motion transition)
model that is built on the Bayesian network. The next
motion for the other character is coupled with the motion of
the current character in both space and time for realistic
motion synthesis.

The remainder of this paper is organized as follows: We
first review related work in Section 2. In Sections 3 and 4,

we deal with motion modeling and interaction modeling,
respectively, followed by motion synthesis in Section 5. We
show the results in Section 6 and discuss the weaknesses
and limitations of our approach in Section 7. Finally, we
conclude this paper with some future research topics in
Section 8.

2 RELATED WORK

Our work is inspired by three areas in character animation:
example-based motion synthesis, motion segmentation, and
two-character interactions. We review related results in
each of those areas.

Example-based motion synthesis. Due to the recent popular-
ity of motion capture and reuse, there have been rich
research results in this area. These results can be classified
into two groups: motion rearrangement [5], [6], [7], [12], [13],
[14] and motion blending [9], [15], [16], [17], [18], [22]. The
former category of methods synthesizes motions by rearran-
ging motion segments (also poses) in an example motion
stream while retaining details of the example motions. On
the other hand, the latter category of methods synthesizes a
desired motion in an online real-time manner by blending
labeled motion segments.

Combining advantages of both categories of methods,
hybrid methods have been studied to generate high-quality
motions in an online real-time manner [3], [8], [19], [20],
[21]. For our purposes, two hybrid methods [3], [8] are
particularly notable. Kim et al. [3] presented a method to
generate rhythmic motions. This method represents an
unlabeled example motion sequence as a motion transition
graph, where a node and an edge represent a parameter-
ized set of similar motion segments and the transition from
such a set to another, respectively. Kwon and Shin [8]
further elaborated this graph to model a locomotive motion
sequence. Our motion transition model is built on a pair of
(single-performer) motion transition graphs to model a
stream of unlabeled two-player motions. Unlike the
hybrid methods, our motion synthesis scheme is solely
based on motion rearrangement while adopting the
graph structure originated from the two hybrid methods
for online real-time performance.

Motion segmentation and classification. Motion segmenta-
tion has recently emerged as an important issue. Although
research on this issue is still in an early stage, many results
have been presented [1], [3], [5], [8], [23], [24], [25], [26], [27],
[28], [29]. Our review focuses on the results for motion
decomposition directly related to our work.

Our starting point is the work by Bindiganavale and
Badler [25], in which the moment of an interaction of an
articulated character with an object in the environment is
captured by checking the zero-crossing moments of joint
accelerations. Fod et al. [26] and Kim et al. [3] used this idea
to segment a motion sequence and classified the resulting
motion segments based on principal component analysis
(PCA) and K-Means clustering. On top of zero-crossing
moments, Kim et al. exploited rhythmic patterns called
“motion beats” for motion segmentation and classification,
which are hard to be generalized for other types of motions.

In the latter two methods, the motion signal of every joint
has to be analyzed. Kwon and Shin [8] instead used a
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single motion signal, that is, the trajectory of the center of
mass (COM) to segment a locomotive motion sequence. We
further elaborate upon the notion of the COM for motion
segmentation.

Arikan et al. [5] employed a support vector machine
classifier to interactively annotate motion data. Although this
semiautomatic classifier works well for motion annotation,
the per-pose annotation scheme may not be precise enough to
capture the transition moments between different types of
actions. We workaround this problem by annotating motion
streams at the granularity of actions rather than individual
poses. Müller et al. [29] proposed a motion search method in
which the characteristics of a motion are specified by a
collection of Boolean functions. For timewarping, they
captured the moments where the values of these functions
change. A similar idea was also used to classify locomotions
in Kwon and Shin [8], where a rule-based classifier was
provided based on a symbolic representation scheme of
locomotion phases. We propose a hybrid scheme for motion
classification that utilizes both support vector machines and
rule-based classifiers.

Two-character interactions. Interactions between charac-
ters are extremely important for the synthesis of
believable motions involving two or more characters.
Zordan and Hodgins [30] incorporated physical simula-
tion into data-driven animation to synthesize reactive
upper-body motions of a character to various impacts by
the opponent in boxing and table tennis. Zordan et al. [31]
extended this approach to full-body motions. Arikan et al.
[32] suggested a method to discriminate realistic deforma-
tion from its unrealistic versions, for example, reactive
motions to pushing. The methods in this category did not
deal with mutual interactions although they were able to
synthesize various reactive motions to external forces.

Kim et al. [3] demonstrated an impressive animated
scene of ballroom dancing by multiple couples, each being
considered as a single entity with more than twice as many
DOFs of a single character. Lai et al. [33] proposed a group
motion graph that represents the positional configurations
among multiple characters. However, the authors did not
deal with interactions among the characters.

Guided by examples of coupled dancing motions,
Hsu et al. [4] generated the motion of the synthetic partner
for a dancer using motion capture data. The motion of the
dancer was used as a control signal to search for an example
motion segment from databases. However, this approach
is hard to be applied to martial art motions where the
two characters are interacting with each other in a rather
asynchronous manner both in time and space.

James et al. [34] proposed a novel motion transition
graph for animating multiple deformable mesh groups. By
allowing slightly asynchronous transitions of the mesh
groups, their scheme generalizes well to complex scenes
composed of multiple groups of objects. Unlike our scheme,
however, this scheme focused on independent and passive
motions of grasses and plants, rather than actively inter-
acting multiple characters.

Liu et al. [35] presented a physics-based method for
creating multicharacter motions from short single-character
sequences. The authors formulated multicharacter motion

synthesis as a spacetime optimization problem, where
constraints represent the desired character interactions.
However, this paper did not address how to choose input
motions that can be paired. Moreover, the formulation did
not allow a real-time task-level control in an online manner.

Coupled hidden Markov models (CHMMs) [36], [37]
have been commonly used to model the cross dependencies
between two or more synchronous signals, for example,
audio/visual signals [38]. In a CHMM, each signal is
modeled using a set of states and their transitions, and the
state transitions for a signal should occur in synchrony with
the others. However, martial arts are performed by a pair of
players in a rather asynchronous manner with a variety
of motions for each player. We adopt a dynamic
Bayesian network to model asynchronous interactions
between the two players.

3 MOTION MODELING

In this section, we describe how to model each single-player
example motion stream as a motion transition graph, which
is a generalization of that in [8] in terms of the coverage of
motions. The issues in motion modeling are threefold:
motion segmentation, motion classification, and graph
construction, each of which is discussed in a different section.

3.1 Motion Segmentation

The COM of a human performer encodes important
information for motion segmentation. Let cðtÞ denote the
COM at frame (time) t of a single-player example motion
stream M. Then, cðtÞ ¼

P
i miriðtÞ=

P
i mi, where mi and

riðtÞ are the mass of link i and its COM position at frame t.
The mass of each link can be obtained from biomechanical
literature [39] and also from the work in [40]. Kwon and
Shin [8] segmented the example motion stream at the local
maxima of the height component of COM trajectory cðtÞ, that
is, the zero-crossing moments of the height variation of cðtÞ.

In order to handle diverse, dynamic motions such as
punches, kicks, and jumps, as well as moves, we exploit
the contact force of the player against the ground. The
acceleration of the COM movement at frame t, denoted
by €cðtÞ, is given by the second derivative of cðtÞ, that is,
€cðtÞ ¼ d2cðtÞ=dt2. Therefore, contact force fðtÞ can be
obtained as fol lows: fðtÞ ¼ m � €cðtÞ �m � g, where
m ¼

P
i mi is the total mass of the player, and g denotes

the acceleration by gravity. Fig. 3a shows that the contact
force signal has clearer peaks and valleys than those of the
COM trajectory in dynamic motions such as jump kicks.

As shown in Fig. 2, example motion stream M is
segmented at every frame ti, 1 � i � r, where contact force
fðtiÞ exhibits a local minimum. Let T ¼ ðt1; t2; � � � ; trÞ be the
sequence of such frames together with the first and last
frames t1 and tr. Then, M can be represented as follows:

M ¼ a1 k a2 k � � � k ar; ð1Þ

where ai, 1 � i � r, is a motion segment called an action,
which is performed in the ith time interval ½ti; tiþ1�, and k is
a concatenation operator.

At times, small force minima may occur around an
action such as kick up or kick down. Such minima give false
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signals for motion segmentation. Those false signals would
be filtered out by applying a larger smoothing kernel.
However, true force peaks would also be lost by doing this.
Instead, we manually remove the troublesome force
minima. In our experiments, about 2 percent of the force
minima are manually corrected. Most of the false signals
were from slow kick motions.

Action ai, 1 � i � r, is delimited by a pair of frames at
which the contact force has local minima. Consequently,
each ai has a unique local maximum in open time interval,
ðti; tiþ1Þ. At this time instance, the player exerts forces
maximally against the ground to drive an action such as a
punch, a kick, or a jump, as shown in Fig. 3. Hence, each
action represents a motion unit containing a single force
peak.

3.2 Motion Classification

Our focus is on two-player motions in standing-up
martial arts such as Kickboxing, Karate, and Taekwondo.
The players exchange a combination of punches and kicks
while dodging the opponent’s attacks. The punches are
delivered by using the front part of a tightly clenched fist.
The kicks are delivered by using the parts near the ankles or
the knee bones. We do not deal with grappling or throwing
motions that are observed in Judo and wrestling. The players
are not allowed to attack the fallen-down opponents.

Given a collection of motion segments, S ¼ ða1; a2; . . . ; arÞ,
motion classification assigns a label to each motion segment,
ai, 1 � i � r, which is a primitive action. Thus, motion
classification can be viewed as a mapping from S to a finite
set of action labels such that S can be classified into disjoint
action groups.

To obtain a complete motion taxonomy is hard, if not
impossible, even for an expert of martial arts. Our objective
of motion classification is to provide a flexible way of

classifying motions that can be adapted easily to various
applications. For our purpose, the requirements for motion
classification are twofold: controllability and accessibility.
By controllability, we mean that our classification scheme
allows the user to specify a desired motion in an online
manner. By accessibility, we mean that a desired example
action can be accessed efficiently. To satisfy these require-
ments, the motion segments in the same action group share
not only structural similarity but also functional similarity.

Our motion vocabulary consists of seven words, each of
which corresponds to a motion or a motion aspect: left
punch, right punch, left kick, right kick, jump, react, and
move. The last word move is used to encode the footstep
pattern of an action, which is an important aspect of a
motion. The first six words are used to specify a motion for
interactive applications. The choice of a vocabulary deter-
mines the level of user control. There also are composite
motions such as kicking while jumping and kicking while
punching. In such a case, more than one word is needed to
describe a motion. A motion is represented as a sequence of
motion phases, each of which corresponds to a primitive
action (or a motion segment). To characterize an action, we
use a set of additional qualifiers for each word, as shown in
Table 1.

In order to annotate the motion segments, in principle,
we follow the semiautomatic approach suggested by Arikan
et al. [5]. Based on a support vector machine (SVM), they
were able to successfully annotate motion streams of
American football. Our approach is different from theirs
in three aspects. First, our approach is complimented by the
rule-based classification. In particular, rule-based classifica-
tion [8], [29] is adopted for the last two motion aspects in
Table 1. Second, we employ multiclass support vector
machine (MSVM) classifiers [41] rather than binary SVM
classifiers to effectively handle multiple mutually exclusive
action qualifiers within each motion aspect (Fig. 4). Finally,
we annotate motion streams at the granularity of actions
rather than poses to effectively synthesize motions while
skipping time-consuming optimization. An action is anno-
tated with a label, which is a seven-dimensional vector
l ¼ ðl1; l2; . . . ; l7Þ in our case. Each element of the vector
li, 1 � i � 7, corresponds to an action qualifier for a
motion aspect and takes on an integer value, that is,
li 2 f1; 2; . . . ; nig, where ni is the number of qualifiers in
motion aspect i. We handle the first five motion aspects in
Table 1 with MSVM-based classification and the last two
with rule-based classification.
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Fig. 3. Contact force profiles of kick and punch motions. (a) Jump-kick

motion. (b) Kick motion. (c) Punch motion.

TABLE 1
Action Repertoire Table

Fig. 2. Contact force and motion segmentation: an example motion

stream is segmented at frames where the contact force exhibits

local minima.



3.2.1 MSVM-Based Classification

MSVM classifiers evolve from binary classifiers based on
SVMs, and thus, both types of classifiers share similar user
interface. Given a sequence of motion segments, the user
annotates manually a small portion of motion segments as
training data, and then, an MSVM classifier automatically
takes care of the rest of the segments. To apply an MSVM
classifier, a feature vector is extracted from each motion
segment. For every motion segment, a set of N poses of a
player is sampled at equally spaced time instances,
including the start and end times of the motion segment
to form a feature vector. In our experiments, N ¼ 10 works
well. We use a public domain library LIBSVM [42] for
semiautomatic motion annotation.

For motion classification, a human pose is represented by
vector, Q ¼ ðp0; q0;p1; . . . ;pmÞ, where p0 and q0 are the root
position and orientation, respectively, and pi, 1 � i � m, is
the position of joint i. The root position and orientation of a
sampled pose is given by its horizontal translation and
vertical rotation with respect to the root position and
orientation at the previous sample. We choose the pelvis as
the root. Joint position pi, 1 � i � m, is specified in the local
coordinate frame with respect to the root at the current
sample. Our human model has 17 joints, that is, m ¼ 17.

Kick classifiers. Our segmentation scheme divides a
kicking motion into two consecutive actions, “kick up”
and “kick down,” as shown in Figs. 3a and 3b.
Two consecutive kicks consist of three parts. The first and
last parts are kick up and kick down, respectively. The
middle part is an action “kick downup.” We annotate
motion segments that are not any of primitive actions for
the kicking motions as “others.”

Punch classifiers. Our segmentation scheme shows
different behaviors, depending on whether body weight is
exerted on the punch or not. In the former case, the
character utilizes body rotation, as well as weight shift to
maximize the speed of the end effector. In this case, a punch
consists of two consecutive motion segments, straightening
an arm with a proper body rotation, and retracting the arm
with the body rotation reversed. We annotate those
two motion segments as “fwd” and “bwd,” respectively.
Two consecutive punches consist of three parts: “fwd,”
“bwdfwd,” and “bwd” analogously to kicking motions. In
the latter case, a faster but weaker attack is made by
straightening and retracting an arm. We annotate such
actions as “fwdbwd.”

Jump classifier. A jumping motion consists of two actions,
that is, “jump up” and “jump down” each of which has an
interaction with the ground: one for jumping and one for

landing. The rest of the motion segments are annotated
with “others.”

3.2.2 Rule-Based Classification

The remaining two motion aspects, react and move are hard
to annotate with our MSVM. The feature vector of a motion
segment does not contain any information on the corre-
sponding action of the opponent. Thus, the action qualifiers
in the react motion aspect are difficult to discriminate. With
the feature vectors alone, our MSVM has often got confused
to identify the footstep patterns. We develop simple
classification rules to cope with these difficulties.

React classifier. A player blocks the opponent’s attack
or counterattacks the opponent. Failing to block the
opponent’s attack allows a hit by the opponent, resulting
in balance loss. An action is regarded as a reaction if the
opponent’s corresponding action is an attack. An attacking
action has one of the first four motion aspects in Table 1.
Thus, we have three action qualifiers: “kick,” “punch,” and
“others.” Considering the opponent’s actions, we use the
following straightforward rules for the react motion aspect:

react-kick ¼ o:kick-up _ o:kick-downup;

react-punch ¼:react-kick ^�
o:punch-fwd _ o:punch-bwdfwd _

o:punch-fwdbwd
�
;

others ¼:react-kick ^ :react-punch;

where prefix o denotes the opponent. The actions of the
opponent only include those that actually make the
opponent’s fists and feet move toward the player. Kicking
has priority over punching since the former conveys more
impact in general.

Move classifier. The move classifier is used to identify
the footstep pattern of an action, in particular, the first and
last foot stances that are to be used for smooth action
stitching. If a foot touches the ground at the end of the
current action, the same foot should touch the ground at the
beginning of the next action. Inspired by Kwon and Shin [8],
we encode an action using symbols, L, R, and F, denoting
the left supporting foot, the right supporting foot, and no
supporting foot (a flight phase), respectively. We remove
the double foot stance by identifying it as L or R, whichever
is the closer neighbor of this foot stance in the example
motion stream. The resulting footstep patterns are L-L, L-R,
L-F, R-L, R-R, R-F, F-L, F-R, and F-F. The initial and final
symbols of each string represent the first and last foot
stances of the corresponding action, and symbol “�” in the
middle means that the foot stances in the middle, if any, are
ignored.

3.3 Graph Construction

We represent a two-player example motion stream as a
coupled mot ion trans i t ion graph denoted by
C ¼ ðB;G1;G2;C;RÞ, where B, G1, G2, C, and R are a
basic data structure, a motion transition graph for player 1,
that for player 2, a set of cross edges, and an action table,
respectively. In what follows, we will define each of these in
sequence.

A single-character motion stream can be regarded as a
sequence of actions stitched along the time axis, as
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The boxes with no action qualifier in each row represent action qualifier,
“others.”



illustrated in Fig. 5. The two players perform their own
sequences of actions in a rather asynchronous manner. In
other words, actions performed by a player are partially
overlapped in time with those by the other. We adopt a
linked list for our basic data structure B to capture this
relationship. The node representing an action of a player in
general has two links pointing to the next action of the same
player and the other player’s action (reaction), respectively.
Our motion transition graph is constructed on top of this
data structure.

Gi ¼ ðVi;EiÞ, i ¼ 1; 2, is the motion transition graph for
each player i, in which Vi and Ei denote the node set and
the edge set, respectively. A node vj in Vi represents a
group of example actions that share an identical label
(annotation vector) lj.

Each single-player graph Gi ¼ ðVi;EiÞ, i ¼ 1; 2, is a
complete directed graph. In other words, each node of a
single-player graph is connected to all nodes (including
itself) in the same graph. A transition probability is attached
to every edge (see (10) in Section 4.2 for an intragraph
transition probability estimation.) As shown in Fig. 6, a
node of a graph has a set of pointers to the nodes in B, each
of which provides a link to a member of the corresponding
action group.

The set C consists of all cross edges combining
two single-player motion transition graphs, G1 and G2, as
illustrated in Fig. 6. Each node of a graph is connected to all
nodes in the other graphs via cross edges. A transition
probability is attached to each cross edge (see (11) in
Section 4.2 for intergraph transition probability estimation).

Finally, the action table R is used to store Table 1
together with the links to individual motion transition
graphs, G1 and G2. Every action qualifier of a motion
aspect points to a set of nodes (action groups) of Gi, i ¼ 1; 2,
that share the same motion aspect and also the same action
qualifier. This table allows the user to prescribe a motion in
an intuitive manner.

4 INTERACTION MODELING

In this section, we describe how to capture the interactions
between two players from an example two-player
motion stream. More specifically, provided with a coupled
motion transition graph, we explain how to train a motion
transition model, considering the interactions between the
two players. We employ a dynamic Bayesian network for
this purpose, assuming that the example motion stream has
been transformed to the coupled motion transition graph.

4.1 Motion Transition Model

A Bayesian network is a useful model for representing the
causal relationships among random variables as demon-
strated in various applications such as image processing and
speech/gesture recognition and synthesis [11]. As illu-
strated in Fig. 7, the action of a player is determined by
his/her own current action together with that of the other
player. Let aci be the ith action of player c, c ¼ 1; 2 for
i ¼ 1; 2; � � � ; n. Suppose that players 1 and 2 have been
performing actions a1

i and a2
j , respectively, and that player 1

changes his/her action before player 2 does. It is natural to
consider that a player gathers the information on the
opponent via observations and then fuses this information
with what the player possesses or self-observes on himself/
herself, in order to finally determine the player’s next action.
Thus, the next action a1

iþ1 of player 1 depends on the current
actions of players 1 and 2, that is, ða1

i ; a
2
j Þ. The next action

a2
jþ1 for player 2 can be chosen in a symmetrical manner.

As shown in Fig. 8a, two types of motion transitions give
the temporal order that specifies the nonreversible direction
of causal relationship among the actions of the two players,
where Ac

i , c ¼ 1; 2 and Ac
iþ1, c ¼ 1; 2 denote the random

variables for the current and next actions of the player c,
respectively. We represent a two-character motion stream
as a series of such transition patterns, which can be best
illustrated with a dynamic Bayesian network. Each
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Fig. 5. Basic data structure B: our motion transition graph is constructed

on top of this data structure.

Fig. 6. Coupled motion transition graph C: a node of G1 (or G2) has a set
of links pointing to the actions in basic data structure B. Each node of a
graph is connected to all nodes in both graphs G1, i ¼ 1; 2, either via
edges depicted by solid lines and or via cross edges in C depicted by
dotted lines.

Fig. 7. Interactions: causal relationships among actions.



transition type gives rise to a building block of the
Bayesian network. The building blocks (see Fig. 8a) are
combined dynamically to yield a variety of network
structures, with which we capture dynamic, stationary,
and asynchronous characteristics of two-character motion
streams (see Fig. 8b).

Formulated as a motion synthesis problem, our goal is to
estimate conditional probability P ðA1

iþ1 ¼ a1
iþ1jA1

i ¼ a1
i ;

A2
j ¼ a2

j Þ for predicting a1
iþ1. For notational simplicity, we

omit random variables unless it is ambiguous in context:

P A1
iþ1 ¼ a1

iþ1jA1
i ¼ a1

i ;A
2
j ¼ a2

j

� �
¼ P a1

iþ1ja1
i ; a

2
j

� �
: ð2Þ

In order to estimate the conditional probability, we first
parameterize an action, exploiting its characteristic features,
in particular, the action label (type), l ¼ ðl1; l2; . . . ; lnÞ
obtained in Section 3.2, the average pose, and the average
interframe pose difference. More specifically, the parameters
of the action consists of two vectors, ðl;nÞ, where l is the
action label as mentioned above, and n is derived from the
poses after applying PCA. Notice that each element of l takes
on a discrete value, whereas that of n has a continuous value
and that pose Q is specified by vector ðp0; q0;p1; . . . ;pmÞ.

Let fQfgef¼s be the sequence of all poses in an action.
We represent each pose Qf , f ¼ s; sþ 1; sþ 2; � � � ; e in a
coordinate-invariant manner. For the root position and
orientation (p0 and q0), we build a local coordinate frame:
the origin of the coordinate frame is set to the average of the
COMs of the players that are projected onto the ground
(see Fig. 9). The vector that points from the COM of the
player to perform the next action toward the COM of the
opponent is chosen as the z-axis, the vertical up direction as
the y-axis, and the x-axis as the cross product of the former
two axes. This coordinate system is convenient to abstract
the geometric setting for the players. p0 and q0 are set to the
horizontal translation of the root joint and its vertical
rotation with respect to the origin, respectively.

Joint positions pi, 1 � i � m, are given in yet another
local coordinate frame with respect to the root joint of each
player to represent their displacements from the root. Let Q̂
be the pose Q excluding the root position and orientation.
We apply PCA to all local poses fQ̂fgNf¼1 to construct a
three-dimensional (3D) subspace with the three principal
components of the largest eigenvalues, where N is the
number of frames in the example motion stream. The
3D subspace covers about 60 percent of the variations of
data in our experiments.Each pose Q̂f in an action is
projected onto the subspace to yield 3D vector df . We

obtain the 12-dimensional parameter vector n of an action
as follows:

n ¼ 1

e-s

X
f

pf0 ; q
f
0 ;d

f
� �

;
1

e-s-1

X
f

�pf0 ;�q
f
0 ;�df

� � !
; ð3Þ

where �pf0 , �qf0 , and �df are the interframe differences of
the root position, the root orientation, and the reduced
pose vector at frame f , respectively. Together with an action
label l, this low-dimensional parameter vector n is powerful
enough to discriminate each action from the others for our
example motion data. For notational convenience, we use
action a and its parameters ðl;nÞ, interchangeably, that is,
a ¼ ðl;nÞ.

Now, we explain how to estimate the conditional
probability P ða1

iþ1ja1
i ; a

2
j Þ of the next action a1

iþ1 from the
discrete and continuous parameters. By the conditional
chain rule P ðY jX;MÞ ¼ P ðX;Y jMÞ=P ðXjMÞ, we have

P a1
iþ1ja1

i ; a
2
j

� �
¼P l1iþ1;n

1
iþ1jl1i ;n1

i ; l
2
j ;n

2
j

� �

¼
P l1iþ1;n

1
iþ1;n

1
i ;n

2
j jl1i ; l2j

� �
P n1

i ;n
2
j jl1i ; l2

j

� �
¼ � � P l1iþ1;n

1
iþ1;n

1
i ;n

2
j jl1i ; l2

j

� �
:

ð4Þ

The denominator on the right-hand side of (4) is
regarded as a positive constant 1=� since it has already
been fixed when action a1

iþ1 is to be chosen. As the
numerator has both discrete and continuous parameters,
we decompose it into two parts again using the conditional
chain rule:

P l1
iþ1;n

1
iþ1;n

1
i ;n

2
j jl1i ; l2j

� �
¼ P l1iþ1jl1

i ; l
2
j

� �
� P n1

iþ1;n
1
i ;n

2
j jl1iþ1; l

1
i ; l

2
j

� �
� P l1iþ1jl1

i ; l
2
j

� �
� P n1

iþ1;n
1
i ;n

2
j jl1iþ1

� �
:

ð5Þ

The second term is approximated to P ðn1
iþ1;n

1
i ;n

2
j jl1

iþ1Þ to
avoid the bias due to sparse data. A justification of this
approximation is that l1iþ1 is affected by both l1

i and l2j to
reflect these. Combining (4) and (5), we obtain

P a1
iþ1ja1

i ; a
2
j

� �
� � � P l1iþ1jl1

i ; l
2
j

� �
� P n1

i ;n
2
j ;n

1
iþ1jl1iþ1

� �
ð6Þ
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Fig. 9. The reference coordinate frame for the root position and
orientation: the origin of the coordinate frame is set to the average of the
COMs of the players that are projected onto the ground at the moment
when the next action a1

iþ1 begins.

Fig. 8. Bayesian network is adopted to capture the interactions between

two players. The building blocks shown on the left are combined

dynamically to yield a variety of network structures. Two examples are

shown on the right. (a) Building blocks. (b) Examples.



for some positive constant �. For motion synthesis
(Section 5), (6) is used to estimate the conditional
probabilities of the candidates for the next action.

Intuitively, the first term (excluding �) encodes a logical
relationship between actions, that is, how the label of the
next action of a player is likely to be chosen based on
the current action labels of the players. We estimate the
first term, that is, conditional probability P ðl1iþ1jl1i ; l2j Þ using
multinomial distributions [43]. We employ multinomial
distributions based on a Dirichlet prior to avoid highly
skewed output distributions due to sparse data (see
Appendix A.1).

The second term reflects the geometric setting of the
players for the next action; for instance, the two characters
are more likely to be distant if a kick action is chosen rather
than a punch. This term also guards against unlikely pose
combinations between two characters. For each action label
l1iþ1, we adopt a Gaussian distribution to statistically model
this term since the variations of numerical parameters
are rather limited within the same action group, and
Gaussian distribution generalizes well to sparse samples
in a high-dimensional space with limited variations [44].

4.2 Estimation

In the current section, we describe how to estimate
the conditional probabilities on the right-hand side (the
second line) of (6).

In order to learn each term, we collect training data from
the example motion stream assuming a stationary process.
More specifically, we assemble the training data set while
traversing basic data structure B (see Fig. 5): for player 1,
the training set is D1 ¼ fða1

h; a
2
gðhÞ; a

1
hþ1Þ for all hg, where

ða1
h; a

2
gðhÞ; a

1
hþ1Þ represents an action transition from a1

h to
a1
hþ1 for player 1, when player 2 is performing action a2

gðhÞ.
The training set D2 for player 2 is symmetrically formed.
Remember that a ¼ ðl;nÞ for an action a, as explained in
Section 4.1. From the example motion stream, we also build
two sets L1 and L2, which denote the set of all action labels
for player 1 and that for player 2, respectively.

For the first term, we estimate conditional probability
P ðl1iþ1jl1i ; l2j Þ based on the training dataD1. A straightforward
alternative would be to estimate conditional probability
P ðl1iþ1jl1i ; l2j Þ from joint probability P ðl1iþ1; l

1
i ; l

2
j Þ by scanning

D1 [43]:

P l1iþ1jl1i ; l2j
� �

¼
P l1iþ1; l

1
i ; l

2
j

� �
P l1i ; l

2
j

� � ¼
P l1iþ1; l

1
i ; l

2
j

� �
P

l2L1 P L1
iþ1 ¼ l; l1i ; l

2
j

� � ;
ð7Þ

where L1
iþ1 denotes the random variable for the next action

label of player 1. However, if there are excessive action
labels, joint probabilities P ðl1iþ1; l

1
i ; l

2
j Þ are likely to be

extremely small for most tuples ðl1iþ1; l
1
i ; l

2
j Þ. In consequence,

an estimate of P ðl1iþ1jl1i ; l2j Þ from the sample frequencies in
D1 tends to be uninformative, providing little reason to
favor any one of the transitions over the others [45].

An alternative to avoid this problem would be to
represent P ðl1iþ1jl1i ; l2j Þ in terms of probability distributions
of constituent action elements that can be estimated with a

greater confidence from the training set. Adopting the idea
in [36], we may factor probabilities P ðl1iþ1jl1i ; l1j Þ as follows:

P l1iþ1jl1i ; l2j
� �

/
Y7

m¼1

Y7

k¼1

P ðlkÞ1iþ1jðlmÞ
1
i

� �

�
Y7

m¼1

Y7

k¼1

P ðlkÞ1iþ1jðlmÞ
2
j

� �
;

ð8Þ

where ðlkÞ1iþ1, 1 � k � 7 denotes the kth element of action
label ðlÞ1iþ1. ðlmÞ1i and ðlmÞ2j , 1 � m � 7 are interpreted
similarly. However, this approximation leads to over-
confident probabilities, that is, extremely low probabilities
are assigned for less likely but possible transitions, which
greatly limits the variety of resulting motions.

Compromising the above two alternatives, we decide to
approximate probability P ðl1iþ1jl1i ; l2j Þ as follows, again
adopting the idea in [36]:

P l1iþ1jl1i ; l2j
� �

/ P l1iþ1jl1i
� �

� P l1iþ1jl2j
� �

; ð9Þ

where conditional probabilities P ðl1iþ1jl1i Þ and P ðl1iþ1jl2j Þ are
estimated from joint probabilities P ðl1iþ1; l

1
i Þ and P ðl1iþ1; l

2
j Þ:

P l1
iþ1jl1i
� �

¼ P l1iþ1; l
1
i

� �
=
X
l2L1

P L1
iþ1 ¼ l; l1

i

� �
; ð10Þ

P l1iþ1jl2j
� �

¼ P l1iþ1; l
2
j

� �
=
X
l2L1

P L1
iþ1 ¼ l; l2j

� �
: ð11Þ

We estimate joint probabilities P ðl1iþ1; l
1
i Þ and P ðl1iþ1; l

2
j Þwith

multinomial distributions based on a Dirichlet prior (see
Appendix A.1). The resulting probabilities P ðl1iþ1jl1i ; l2j Þ are
normalized. From (9), probabilities P ðl1iþ1jl1i ; l2j Þ for all l1i and
l2j are precomputed and stored as a table in the node of the
player 1’s motion transition graph with action label l1iþ1.

For the second term P ðn1
i ;n

2
j ;n

1
iþ1jl1iþ1Þ, we would fit

a full-covariance Gaussian distribution for each node in
a graph. However, due to sparse data in a high-
dimensional space (36 dimensions in our case), the
full-covariance Gaussian distributions yield unreliable
overfitting probabilities.

An alternative to avoiding the bias due to sparse data
would be to restrict the flexibility of the covariance matrix,
that is, to employ diagonal or spherical covariance matrix,
assuming independence among the scalar elements of
numerical parameters. However, the independent assump-
tion results in an excessive bias due to underfitting.

To compensate for the bias while moderately increasing
the flexibility, we factor the covariance matrices for
Gaussian distributions employing the method in [46]. More
specifically, a full covariance matrix is decomposed into a
decorrelating transform matrix and a diagonal covariance
matrix. The decorrelating matrix is shared by all the nodes
(or action labels) in a graph, whereas every node has its
own diagonal covariance matrix. The probability density
function at each node is modeled as a Gaussian distribution
function. The parameters of the Gaussian distribution are
stored in the node of the motion transition graph with
action label l1iþ1. We estimate P ðn1

i ;n
2
j ;n

1
iþ1jl1iþ1Þ based on

this information (see Appendix A.2).
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5 MOTION SYNTHESIS

In this section, we describe how to synthesize a two-character
motion. For motion synthesis, we prefer the term “char-
acters” to “players” since we deal with virtual characters
unlike in motion analysis. A pair of characters exchanges
actions and reactions via the cross edges while traversing
their respective single-player motion transition graphs. One
of the characters may be designated as an avatar. In this case,
the character is under the control of the user while still
communicating with the other via cross edges. We first
describe the basic model for two-character motion synthesis,
assuming that neither of them is under the user’s control. We
then extend the basic model to incorporate the user’s control.

5.1 Basic Model

5.1.1 Motion Selection

Let us revisit Fig. 8 to set up a situation for motion
transition. Suppose that characters 1 and 2 perform action
a1
i (the ith action of character 1) and a2

j (the jth action of
character 2), respectively. Without loss of generality, action
a1
i is completed before action a2

j . Then, character 1
determines the next action a1

iþ1 to perform, guided by the
motion transition model that has been learned in Section 4.
Given current actions a1

i and a2
j , a node of the motion

transition graph for character 1 is chosen as the next action
a1
iþ1 ¼ ðl1

iþ1;n
1
iþ1Þ among the candidate nodes, which are

simply all nodes in graph G1. There are two plausible
alternatives to choose the next action: choosing the one with
the highest estimated probability or randomly choosing a
node among the candidates according to their estimated
probabilities. We use the latter alternative to generate a
motion stream with greater variety.

Let l1;kiþ1, k ¼ 1; 2; � � � , be the action labels of the
candidates, and n1;k

iþ1 be the best numerical parameter for
a candidate action label l1;kiþ1, that is

n1;k
iþ1 ¼ arg maxn2N l1;k

iþ1ð Þ P n1
i ;n

2
j ;N

1
iþ1 ¼ njl1;kiþ1

� �
; ð12Þ

where Nðl1;kiþ1Þ denotes the set of sample numerical
parameters that belongs to the node of the player 1’s
motion transition graph with action label l1;kiþ1. Then, we
compute the conditional probabilities P ða1;k

iþ1ja1
i ; a

2
j Þ for all k

using (6), where a1;k
iþ1 ¼ ðl

1;k
iþ1;n

1;k
iþ1Þ. Given the conditional

probabilities, the next action a1
iþ1 ¼ ðl1iþ1;n

1
iþ1Þ with the

estimated numerical parameters is determined at random
according to the probabilities. In order to use an example
action as the next action, the node with l1iþ1 in the motion
transition graph is first accessed, and then, the example
action with numerical parameters n1

iþ1 is chosen among the
actions belonging to the action group represented by this
node. These actions can be accessed via the links, which are
stored in the node, to the example actions in the basic data
structure B.

5.1.2 Motion Coupling

Provided with the newly generated action a1
iþ1 of character 1

together with its immediate predecessor a1
i and the on-

going action a2
j of character 2, we deal with two issues:

how to stitch a1
i and a1

iþ1 seamlessly while preventing
motion artifacts such as foot sliding and penetration

and how to couple the two actions, a1
iþ1 and a2

j of the
two different characters. Since the first issue has been
addressed rather well during the last decade, we only deal
with the second issue. For the first issue, we refer the
readers to the work in [1], [2], and [47]. In motion coupling,
we address two problems as follows: how to make the
two characters face each other and how to synchronize the
interaction moments between two characters such as hitting
the face and punching on the body.

With numerical parameters n1
iþ1 determined in

Section 5.1.1, the two characters face each other reasonably
well in the resulting animation even without explicit motion
coupling. Our concern is how to compensate for small
errors caused by sparse example motions. By the way of
choosing the next numerical parameters n1

iþ1, the next
action a1

iþ1 ¼ ðl1
iþ1;n

1
iþ1Þ may not be seamlessly stitched to

the current action a1
i (see (12)). We fix this problem in a

simple manner by adjusting the root position and orienta-
tion of the next action a1

iþ1. In particular, we first
horizontally translate and vertically rotate the next action
a1
iþ1, so as to make the root position and orientation of a1

iþ1

at the first frame be coincident with those at the last frame
of the current action a1

i . We then modify gradually the root
position and orientation at each frame of the resulting
action while holding those at the first frame to achieve the
root position and orientation at the last frame being on the
half way back to their original ones. The rational for this
heuristic is to reflect the original root position and
orientation while avoiding jerkiness by large changes. This
simple heuristic works well in our experiments.

For the second problem, the interaction moments are
regarded as the keytimes to apply timewarping for action
alignment. By the way in which the example motion stream
(Section 3.1) is segmented, the interaction moments can be
identified easily by examining the contact force profiles of
actions.

5.2 Interactive Model

We extend our basic model to allow user interactions. One
of the characters is designated as an avatar controlled by the
user to support online applications. Specifically, the avatar
follows the mouse pointer driven by the user in an online
manner while performing actions specified by keyboards.
In order to control the avatar, the user supplies a stream of
motion specifications in an online manner. Although
synthesizing an action, the avatar may perform other
actions than the specified one in response to the opponent’s
actions. An action is prescribed by explicitly or implicitly
supplying two pieces of information: an action type and an
avatar position.

An action type is specified using a motion prescription
such as “kick” or “punch” or more specifically with a
motion aspect such as “left kick,” “right kick,” “left punch,”
or “right punch.” Accordingly, the avatar refers to the
action table R to search for the candidates for each action
induced by the motion prescription and choose one of them
guided by the learned transition model described above.
For instance, “kick up” or “kick downup” actions are
searched when a “kick” motion is specified.

For the avatar position, the projected root (pelvis)
position of the avatar onto the floor is specified with the
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mouse. The avatar is directed to achieve this position
0.5 second after the next action begins. To allow the user to
comfortably move the cursor position on the screen
0.5 second is chosen. For this purpose, we extend the
Bayesian network for interactive model: let us assume that
character 1 is designated as an avatar, and the user specified
the desired position c1

i of the avatar. Then, the next action
a1
iþ1 is influenced not only by current actions a1

i and a2
j but

also by the control signal c1
i , as illustrated in Fig. 10.

Based on the extended Bayesian network, the avatar
can be controlled from the conditional probability
P ða1

iþ1ja1
i ; a

2
j ; c

1
i Þ for predicting a1

iþ1. The conditional prob-
ability of the next action a1

iþ1 can be decomposed into
two terms in a similar manner to the basic model:

P a1
iþ1ja1

i ; a
2
j ; c

1
i

� �
� � � P l1iþ1jl1i ; l2j

� �
� P n1

i ;n
2
j ;n

1
iþ1; c

1
i jl1iþ1

� �
ð13Þ

for some positive constant �.
In order to learn each term, we assemble the training

data set for the avatar (player 1) while traversing basic data
structure B (see Fig. 5). Specifically, this data set is given by
D1

avatar ¼ fða1
h; a

2
gðhÞ; a

1
hþ1; c

1
hÞ for all hg, where c1

h is the pro-
jected pelvis position 0.5 seconds after transition to the next
action. c1

h is represented in a coordinate invariant manner
using the same reference coordinate shown in Fig. 9. The
training set D2 for player 2 is formed, as described in
Section 4.2. Now, numerical parameters n1

iþ1 can be
estimated in the same way as in the basic model, except
that new Gaussian distributions with a higher dimension-
ality (increased by two) are used for the second term to
incorporate control parameter ci.

6 RESULTS

We performed our experiments on a PC (Intel Pentium 4
2.2-GHz processor; 2 Gbytes of RAM; ATI Radeon X800
graphics card). Our character models have 54 DOFs,
consisting of six DOFs for the pelvis, six DOFs for the
spine, nine DOFs for each limb, three DOFs for the neck,
and three DOFs for the head. As a test data, we used a
stream of two-player kickboxing motions and that of
Taekwondo motions. The former is 16 minutes long and
sampled at 60 Hz, and the latter is 9.8 minutes long at
30 Hz. Both motion streams were obtained by concatenating
motion clips, each of which is slightly less than one and a
half minutes long.

First, three cross-validation tests were conducted for
justifying our design decisions in probability estimation.
We first compared three methods, EQU5, EQU6, EQU7
for estimating P ðl1iþ1jl1i ; l2j Þ that employ (7), (8), and (9),
respectively. We divided the training data D1 into
two nonoverlaping data sets, that is, a training data set D1

a

and a validation data set D1
b . Specifically, training

data set D1
a contains twice as many samples (961 samples)

as D1
b does (480 samples). We trained a probability model

using the set D1
a and then estimated probabilities

P ðl1iþ1jl1i ; l2j Þ for tuples ðl1iþ1; l
1
i ; l

2
j Þ in both D1

a and D1
b . We

computed the average of log probabilities for each set to
compare three schemes. A larger average log probability
means a better explanation or prediction of validation data.
As shown in Table 2, EQU6 showed the worst average log
likelihood, having extremely low probabilities assigned to
less likely but possible transitions. EQU7 was the best
for both training data and validation data, significantly
outperforming both EQU6 and EQU7.

Employing the same cross-validation scheme, we
compared our scheme (semitied) for estimating
P ðn1

i ;n
2
j ;n

1
iþ1jn1

iþ1Þ based on [46] with two other schemes
based on full covariance matrices (FULL) and diagonal
covariance matrices (DIAGONAL), respectively. Since
Gaussian distributions are defined in a high-dimensional
space (36 dimensions in our case), the full-covariance
Gaussian distributions yielded unreliable overfitting prob-
abilities, as shown in the first row of Table 3. We
thresholded the eigenvalues of a covariance matrix to
prevent covariance matrices from being degenerate. How-
ever, full-covariance Gaussian distributions did not general-
ize well to the validation data. On the contrary, the diagonal
covariance Gaussian distributions underfitted both the
training data and validation data due to limited modeling
flexibility. Our scheme showed a good trade-off between
flexibility and simplicity for our data set (Table 4).

A cross-validation test was also done to justify our choice
of the dimensionality of local poses of an action via PCA
(see Section 4.1). We performed a cross validation with the
semitied Gaussian distributions while varying the number k
of the largest principal components to choose. The results
are shown in Fig. 11. The likelihood curve for training data
D1
a always increased with increasing k as more principal
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Fig. 10. Bayesian network for the interactive model: the trajectory of the

avatar (character 1) is controlled by user-provided control signals.

(a) Building blocks. (b) An example.

TABLE 2
Cross Validation 1: Average of logP ðl1

iþ1jl1i ; l2j Þ

TABLE 3
Cross Validation 2: Average of logP ðn1

iþ1;n
1
i ;n

2
j jl1iþ1Þ



components give greater modeling powers in this case.
However, the likelihood for validation data D1

b marked the
maximum at k ¼ 3 and decreased for k > 3 due to over-
fitting to the training data, revealing that the increased
model complexity degraded the generalization capability.
This justified our empirically chosen dimensionality ðk ¼ 3Þ
of the local pose space.

Our next experiment was for motion modeling. Table 5
shows timing data for each task of motion modeling, the
total number of motion segments, and that of action groups.
Time was measured in seconds. Table 6 summarizes
motion-labeling results. The timing data for motion
classification was intentionally excluded since it was done
semiautomatically. It took four hours and two hours to
classify the kickboxing and Taekwondo motion streams,
respectively, including manual interaction times. We used
about 10 percent of the motion segments as training data for
both motion streams.

More experiments were performed to demonstrate the
capability of our method for runtime motion synthesis.
We performed our experiments in three modes: automatic,
interactive, and passive modes. Fig. 12 shows snapshots of
the resulting two-character animations. In the automatic
mode, our method generated the motions of both

characters automatically while traversing the coupled
motion transition graph, guided by the learned motion
transition model. As shown in Fig. 14, our method
reproduced interactions similar to those in example
motions. In the interaction mode, one of the characters
(red shirt) was designated as an avatar. The motion of the
avatar was directed in an online manner by specifying a
motion to perform and the position to move to via the
keyboard and the mouse, respectively. The passive mode
was for demonstrating that our scheme can produce
plausible reactions to captured attacking motions. One of
the characters (white shirt) was constrained to perform a
captured motion subsequence consisting of only attacking
motions, whereas the other character (passive one) reacts
to these attacks. In order to imitate the reactions in the
captured motion data, the passive character was not
allowed to attack. The captured attacking motions and
corresponding reactions by the opponent were excluded
from statistical learning to show the generalization
capability of our scheme. This scheme produced a
plausible sequence of reacting motions, which seemed to
be from but not exactly the same as the captured motion
subsequence of the passive character (see the accompany-
ing movie, which can be found on the Computer Society
Digital Library at http://doi.ieeecomputersociety.org/
10.1109/TVCG.2008.22). In all modes, our method showed
real-time performances: more than 30 fps (frame per
second) and more than 100 fps including and excluding
rendering time, respectively. Results are shown in Fig. 13
and also available in the accompanying movie file.

7 DISCUSSION

By the way in which we choose actions (see Section 5.1.1),
the two characters may not be perfectly positioned to
perform their respective actions, which could result in
unexpected collisions at times. To handle such collisions,
we adopted a data-driven physical simulator based on a
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Fig. 11. Cross validation 3: A cross-validation test was done to justify our
choice of the dimensionality k of local poses of an action via PCA. The
average-log-likelihood for training data D1

a always increased with
increasing k, whereas that for validation data D1

b marked the maximum
at k ¼ 3 and decreased for k > 3 due to overfitting to the training data.

TABLE 5
Results on Motion Modeling and Labeling

TABLE 4
Example Motion Data Set

TABLE 6
Results on Motion Labeling

1 # of actions does not include actions with qualifier “others.”

Fig. 12. Snapshots of the resulting two-character animations from

three control modes. (a) Automatic. (b) Interactive. (c) Passive.



PD-servocontroller [30], although this is not explicitly
stated. A public domain library PhysX [48] was used to
implement the simulator. We leave as a future research
issue how to determine the ideal position of each character,
which is free from the unexpected collisions, while avoiding
motion discontinuity or jerkiness.

It must be noted that the captured example two-character
motions are quite different in general from similar motions
in real situations. Specifically, many combinations of attacks
and reactions are simulated by a pair of performers to
avoid injury to any of them, which may deteriorate the
quality of synthesized motions. One solution could be to
incorporate physical-based techniques at the moments of
actual contacts between the players so as to enhance the
quality of the captured example motions [31].

8 CONCLUSIONS

In this paper, we present an example-based approach to
synthesizing a novel two-character motion stream in both
automatic and online manners. Given a two-character
example motion stream, each individual player’s motions
are labeled semiautomatically. A coupled motion transition
graph is then constructed to capture the transitions between
the actions or the interactions between the players, which
are embedded in the example motion stream. A dynamic
Bayesian network is adopted to train a motion transition
model with the data collected into the coupled motion
transition graph. At runtime, a stream of coupled motions
is synthesized, guided by the motion transition model. In
the future, we would like to generalize the proposed
approach for other two-player sports games such as

tennis and ping-pong, in each of which a variety of

dynamic motions are performed to hit a ball.

APPENDIX A

BACKGROUND ON UNDERLYING

STATISTICAL MODELS

A.1 Multinomial Distributions

The multinomial distribution is a generalization of the

binomial distribution, where each trial results in one of k
possible outcomes, with probabilities �M ¼ ð�1; �2; � � � ; �kÞ,
where

P
i �i ¼ 1 and �i � 0 for all i. Of interest is predicting

each outcome: given a training set fxng that consists of the
outcomes of N independent draws x1; x2; � � � ; xN from an
unknown multinomial distribution, we estimate the prob-
ability of the next outcome x	. The Bayesian estimate of this
probability is

P x	jfxngð Þ ¼
Z
P ðx	j�MÞP �M jfxng

� �
d�M: ð14Þ
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Fig. 14. Comparisons with example motions: In each column, the upper

figure shows a synthesized action, and the lower figure shows a similar

action from example motion data. (a) Punch 1. (b) Punch 2. (c) Low kick.

(d) High kick. (e) Avoid 1. (f) Avoid 2.

Fig. 13. A sequence of images showing synthesized two-fighter motion.



Under the uniform prior assumption, the Bayesian
estimate is reduced to

P XNþ1 ¼ ijfxngð Þ ¼ Ni þ 1P
j Nj þ 1
� � ; ð15Þ

where Ni � 0 is the number of observations of outcome i
in the training set. This is a special case of the Dirichlet
prior for the multinomial distributions, where all hyper-
parameters are equally set to one [43].

Equation (15) is extended to the case where random
variable XNþ1 is multivariate as follows:

P XNþ1 ¼ x	jfxngð Þ ¼ Nðx	Þ þ 1P
y2DðxNþ1Þ NðyÞ þ 1ð Þ ; ð16Þ

where NðxÞ � 0 is the number of observations of outcome x
in the training set, and D XNþ1ð Þ is the set of all possible
outcomes of XNþ1.

W e s h o w h o w t o e s t i m a t e P ðl1iþ1; l
1
i jD1Þ f r om

D1 ¼ fða1
h; a

2
gðhÞ; a

1
hþ1Þ for all hg. We extract fxng from D1 by

i g n o r i n g n1
h, n1

hþ1, and a2
gðhÞ f o r a l l h, t ha t i s ,

fxng ¼ fðl1h; l1hþ1Þjða1
h; a

2
gðhÞ; a

1
hþ1Þ 2 D1g. S e t t i n g x	 ¼

ðl1iþ1; l
1
i Þ and D XNþ1ð Þ ¼ fðc;dÞjc;d 2 L1g, we compute the

Bayesian estimate of P ðx	jfxngÞ for P ðl1iþ1; l
1
i jD1Þ.

A.2 Semitied Covariance Matrices

A Gaussian density function is defined as follows:

pðxj�;�Þ ¼ 1

ð2�ÞN=2j�j1=2
exp � 1

2
ðx��ÞT��1ðx��Þ

� �
; ð17Þ

or shortly, x 
 Nð�;�Þ. To reduce the number of model
parameters, a full covariance matrix � is decomposed into
a decorrelating transform matrix H and a diagonal
covariance matrix �diag:

�ðmÞ ¼ H�
ðmÞ
diagH

T : ð18Þ

T h e d e c o r r e l a t i ng m at r i x H i s s ha r e d b y a l l
Gaussian distributions, while each Gaussian distribution
maintains its own diagonal covariance matrix. Let the set
of all training data be fxðmÞn g

� 	
¼

�
fxð1Þ1 ; � � � ;xð1ÞN1

g; � � � ;
fxðMÞ1 ; � � � ;xðMÞNM

g
	

, where x
ðjÞ
i , 1 � i � Nj, and 1 � j �M is

sampled from the jth Gaussian distribution, and Nj is the
number of samples that belong to the jth Gaussian distribu-
tion. The maximum-likelihood (ML) estimate of model

parameters � ¼ H; �
ðmÞ
diag; �

ðmÞ
n o� �

is

�ML ¼ arg max
�

log p xðmÞn

n on o
j�

� �
: ð19Þ

�ML can be obtained using an iterative algorithm based on
an expectation-maximization (EM) approach [46]. The

Gaussian distribution of a new sample x
ðmÞ
Nmþ1 is given by

x
ðmÞ
Nmþ1


 N �ðmÞ;H�
ðmÞ
diagH

T
� �

: ð20Þ

We show how to estimate P ðn1
i ;n

2
j ;n

1
iþ1jl1iþ1Þ. Let

fxðmÞn g¼ ðn1
h;n

2
gðhÞ;n

1
hþ1Þjl1

hþ1 ¼ l1;m for all h
n o

, where l1;m is

an action label m for character 1. We collect a set of all

training data DG ¼ fxðmÞn g
� 	

and then estimate �ML

employing (19). Given the next action l1iþ1 ¼ l1;m for some

m, we set x
ðmÞ
Nmþ1 ¼ ðn1

i ;n
2
j ;n

1
iþ1Þ to obtain conditional

probability Pðn1
i ;n

2
j ;n

1
iþ1jl1

iþ1Þ with (20).

ACKNOWLEDGMENTS

This work was supported by grants from the Korea
Research Foundation (KRF-2006-311-D00190) and from the
Second Stage of the Brain Korea 21 Project in 2007.

REFERENCES

[1] L. Kovar, M. Gleicher, and F. Pighin, “Motion Graphs,” Proc. ACM
SIGGRAPH ’02, pp. 473-482, 2002.

[2] M. Gleicher, H.J. Shin, L. Kovar, and A. Jepsen, “Snap-
Together Motion: Assembling Run-Time Animations,” ACM
Trans. Graphics, vol. 22, no. 3, p. 702, July 2003.

[3] T.H. Kim, S.I. Park, and S.Y. Shin, “Rhythmic-Motion Synthesis
Based on Motion-Beat Analysis,” ACM Trans. Graphics, vol. 22,
no. 3, Proc. ACM SIGGRAPH ’03, pp. 392-401, July 2003.

[4] E. Hsu, S. Gentry, and J. Popovi�c, “Example-Based Control of
Human Motion,” Proc. ACM SIGGRAPH/Eurographics Symp.
Computer Animation (SCA ’04), pp. 69-77, 2004.

[5] O. Arikan, D.A. Forsyth, and J.F. O’Brien, “Motion Synthesis from
Annotations,” ACM Trans. Graphics, Proc. ACM SIGGRAPH ’03,
vol. 22, no. 3, pp. 402-408, July 2003.

[6] J. Lee, J. Chai, P.S.A. Reitsma, J.K. Hodgins, and N.S. Pollard,
“Interactive Control of Avatars Animated with Human Motion
Data,” ACM Trans. Graphics, Proc. ACM SIGGRAPH ’02, vol. 21,
no. 3, pp. 491-500, July 2002.

[7] L.M. Tanco and A. Hilton, “Realistic Synthesis of Novel Human
Movements from a Database of Motion Capture Examples,” Proc.
IEEE Workshop Human Motion, pp. 137-142, 2000.

[8] T. Kwon and S.Y. Shin, “Motion Modeling for On-Line Locomo-
tion Synthesis,” Proc. ACM SIGGRAPH/Eurographics Symp. Com-
puter Animation (SCA ’05), pp. 29-38, 2005.

[9] S.I. Park, H.J. Shin, and S.Y. Shin, “On-Line Motion Blending for
Real-Time Locomotion Generation,” Computer Animation and
Virtual Worlds, vol. 15, pp. 125-138, Sept. 2004.

[10] B. D’Ambrosio, “Inference in Bayesian Networks,” AI Magazine,
vol. 20, no. 2, pp. 21-36, 1999.

[11] K.P. Murphy, An Introduction to Graphical Models, unpublished,
May 2001.

[12] L. Kovar, M. Gleicher, and J. Schreiner, “Footskate Cleanup for
Motion Capture Editing,” Proc. ACM SIGGRAPH Symp. Computer
Animation, July 2002.

[13] J. Lee and K.H. Lee, “Precomputing Avatar Behavior from
Human Motion Data,” Proc. ACM SIGGRAPH/Eurographics Symp.
Computer Animation (SCA ’04), pp. 79-87, 2004.

[14] Y. Li, T. Wang, and H. Shum, “Motion Texture: A Two-Level
Statistical Model for Character Motion Synthesis,” ACM Trans.
Graphics, Proc. ACM SIGGRAPH ’02, vol. 21, no. 3, pp. 465-472,
July 2002.

[15] Y. Abe, C.K. Liu, and Z. Popovi�c, “Momentum-Based Parameter-
ization of Dynamic Character Motion,” Proc. ACM SIGGRAPH/
Eurographics Symp. Computer Animation (SCA ’04), pp. 173-182,
2004.
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